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Современные	виды	нейросетей



Нейросетевые вычисления
• Главный	сегодняшний	инструмент	для	
когнитивных	технологий
• Глубокие	нейронные	сети	(Deep	Neural	Nets, DNN)

• “Глубокие”	
• Множество	последовательных	вычислительных	

слоев	(десятки	или	сотни)

• “Нейронные	сети”	
• Вычислительная	единица	NN:	ВХОД→ ВЫХОД

отдаленно	напоминает	структуру	нейрона	
человеческого	мозга



2	главных	типа	нейросетей
• Наиболее	важные	типы	глубоких	NN	
на	данный	момент

• Сверточнаянейросетьпрямого	
распространения (Convolutional	NN,
CNN)

• Рекуррентная	NN	(Recurrent	NN,	RNN)



Эволюция	глубоких	архитектур

*ILSVRC	=	ImageNet1 Large	Scale	Visual	Recognition	Competition:	
• 50.000 изображений	для	валидации
• 1.200.000	изображений	для	обучения

[1]	http://www.image-net.org/



Зависимость	точности	от	сложности	модели
NN

[1] https://culurciello.github.io/tech/2016/06/04/nets.html

Оптимальный
выбор



Пример	сверточной нейросети

• Одна	из	наиболее	практичных	CNN	для	классификации	
изображений	- это Inception	V1	(также	известна	как GoogleNet1):	
небольшая (десятки мегабайт),	но	очень	точная

[1]	C.	Szegedy et	al.	“Going	Deeper	with	Convolutions.”	2014,	https://arxiv.org/abs/1409.4842



• Архитектура	ResNet1
• Сделана	в	Microsoft	Research
• Победитель	в	2015 г.	конкурса	
классификации	картинок

• CNN	с	необычной	структурой
• Побила	CNN	от Google	J

Учим F(x)	вместо H(x)

[1]	K.	He	et	al.	"Deep	Residual	Learning	for	Image	Recognition."	2015,	https://arxiv.org/abs/1512.03385

Еще	один	пример	сверточной нейросети



Пример	рекуррентной	нейросети

• Наиболее	полезные	
RNN	для	обработки	
текста/речи
• Долгая	краткосрочная	
память	(Long short-term
memory,	LSTM1)

• И	ее	улучшенная	
версия	– запираемая	
рекуррентная	ячейка	
(Gated	recurrent	unit,	
GRU2)

[1]	S.	Hochreiter,	J.	Schmidhuber.	 "Long	short-term	memory."	Neural	computation	9.8	(1997):	1735-1780
[2]	J.	Chung	et	al.	"Empirical	evaluation	of	gated	recurrent	neural	networks	on	sequence	modeling."	2014,	https://arxiv.org/abs/1412.3555



Примеры	использования	нейросетей



• DeepFace1
• Разработан	группой	Яна	Лекуна (Yann	
LeCun)	в	Facebook	AI	lab
• Ян	Лекун – отец-основатель	современных	
CNN

• Автоматически	распознает	людей	по	их	
лицам	на	фотографиях

[1]	Y.	Taigman et	al.	"Deepface:	Closing	the	gap	to	human-level	performance	in	face	verification."	2014,	IEEE	CVPR,	pp.	1701-1708

Реальные	продукты,	использующие	
глубокие	нейросети



• Стилизация	“Призма”1
• Технология	разработана	бывшим	
сотрудникомMail.ru Group
• Реализация	статьи	2015	г.2
• Используется	CNN со	
специальной	функцией	потерь
(матрица	Грамма)

[1]	http://prisma-ai.com/
[2]	L.	Gatys et	al.	"A	Neural	Algorithm	of	Artistic	Style."	2015,	https://arxiv.org/abs/1508.06576

Реальные	продукты,	использующие	
глубокие	нейросети



• Система	LACE для	
автоматического	распознавания	
речи1
• Сделана	в	Microsoft	Research
• Нейросеть с	временной	задержкой	
(Time	delay	neural	network,	TDNN)
• Иногда	справляется	лучше	человека

[1]	W.	Xiong et	al.	"Achieving	Human	Parity	in	Conversational	Speech	Recognition."	2016,	https://arxiv.org/abs/1610.05256

Реальные	продукты,	использующие	
глубокие	нейросети

Table 7. Runtimes as factor of speech duration for various aspects of acoustic modeling and decoding, for different types of
acoustic model

Processing step Hardware DNN ResNet-CNN BLSTM LACE
AM training GPU 0.012 0.60 0.022 0.23
AM evaluation GPU 0.0064 0.15 0.0081 0.081
AM evaluation CPU 0.052 11.7 n/a 8.47
Decoding GPU 1.04 1.19 1.40 1.38

Table 8. Word error rates (%) on the NIST 2000 CTS test set with different acoustic models. Unless otherwise noted, models
are trained on the full 2000 hours of data and have 9k senones.

Model N-gram LM RNN-LM LSTM-LM
CH SWB CH SWB CH SWB

ResNet, 300h training 19.2 10.0 17.7 8.2 17.0 7.7
ResNet 14.8 8.6 13.2 6.9 12.5 6.6
ResNet, GMM alignments 15.3 8.8 13.7 7.3 12.8 6.9
VGG 15.7 9.1 14.1 7.6 13.2 7.1
VGG + ResNet 14.5 8.4 13.0 6.9 12.2 6.4
LACE 15.0 8.4 13.5 7.2 13.0 6.7
BLSTM 16.5 9.0 15.2 7.5 14.4 7.0
BLSTM, spatial smoothing 15.4 8.6 13.7 7.4 13.0 7.0
BLSTM, spatial smoothing, 27k senones 15.3 8.3 13.8 7.0 13.2 6.8
BLSTM, spatial smoothing, 27k senones, alternate dictionary 14.9 8.3 13.7 7.0 13.0 6.7
BLSTM system combination 13.2 7.3 12.1 6.4 11.6 6.0
Full system combination 13.0 7.3 11.7 6.1 11.0 5.8

Table 9. Comparative error rates from the literature and hu-
man error as measured in this work

Model N-gram LM Neural net LM
CH SWB CH SWB

Povey et al. [54] LSTM 15.3 8.5 - -
Saon et al. [51] LSTM 15.1 9.0 - -
Saon et al. [51] system 13.7 7.6 12.2 6.6
2016 Microsoft system 13.3 7.4 11.0 5.8
Human transcription 11.3 5.9

cludes special models for noise, vocalized-noise, laughter and
silence. We use a 30k-vocabulary derived from the most com-
mon words in the Switchboard and Fisher corpora. The de-
coder uses a statically compiled unigram graph, and dynam-
ically applies the language model score. The unigram graph
has about 300k states and 500k arcs. Table 3 shows the result
of i-vector adaptation and LFMMI training on several of our
early systems. We achieve a 5–8% relative improvement from
i-vectors, including on CNN systems. The last row of Table 3
shows the effect of LFMMI training on the different models.
We see a consistent 7–10% further relative reduction in error
rate for all models. Considering the great increase in procedu-
ral simplicity of LFMMI over the previous practice of writing

lattices and post-processing them, we consider LFMMI to be
a significant advance in technology.

8.3. Overall Results and Discussion

The performance of all our component models is shown in
Table 8, along with the BLSTM combination and full system
combination results. (Recall that the four best BLSTM sys-
tems are combined with equal weights first, as described in
Section 6.5.) Key benchmarks from the literature, our own
best results, and the measured human error rates are com-
pared in Table 9.4 All models listed in Table 8 are selected
for the combined systems for one or more of the three rescor-
ing LMs. The only exception is the VGG+ResNet system,
which combines acoustic senone posteriors from the VGG
and ResNet networks. While this yields our single best acous-
tic model, only the individual VGG and ResNet models are
used in the overall system combination. We also observe that
the four model variants chosen for the combined BLSTM sub-
system differ incrementally by one hyperparameter (smooth-

4When comparing the last row in Table 3 with the “N-gram LM” results
in Table 8, note that the former results were obtained with the pruned N-gram
LM used in the decoder and fixed score weights (during lattice generation),
whereas the latter results are from rescoring with the unpruned N-gram LM
(during N-best generation), using optimized score weighting. Accordingly,
the rescoring results are generally somewhat better.



• Система	автоматического	перевода	GNMT1
• Google’s	Neural	Machine	Translation
• 8	двунаправленных	LSTM
• Для	некоторых	пар	языков (например,	english/spanish) работает	на	
уровне	переводчиков	J

[1]	Y.	Wu	et	al.	"Google's	Neural	Machine	Translation	System:	Bridging	the	Gap	between	Human	and	Machine	Translation."	2016,	https://arxiv.org/abs/1609.08144

Реальные	продукты,	использующие	
глубокие	нейросети

Table 10: Mean of side-by-side scores on production data
PBMT GNMT Human Relative

Improvement
English æ Spanish 4.885 5.428 5.504 87%
English æ French 4.932 5.295 5.496 64%
English æ Chinese 4.035 4.594 4.987 58%
Spanish æ English 4.872 5.187 5.372 63%
French æ English 5.046 5.343 5.404 83%
Chinese æ English 3.694 4.263 4.636 60%

results show that our model reduces translation errors by more than 60% compared to the PBMT model on
these major pairs of languages. A typical distribution of side-by-side scores is shown in Figure 6.

Figure 6: Histogram of side-by-side scores on 500 sampled sentences from Wikipedia and news websites for a
typical language pair, here English æ Spanish (PBMT blue, GNMT red, Human orange). It can be seen that
there is a wide distribution in scores, even for the human translation when rated by other humans, which
shows how ambiguous the task is. It is clear that GNMT is much more accurate than PBMT.

As expected, on this metric the GNMT system improves also compared to the PBMT system. In some
cases human and GNMT translations are nearly indistinguishable on the relatively simplistic and isolated
sentences sampled from Wikipedia and news articles for this experiment. Note that we have observed that
human raters, even though fluent in both languages, do not necessarily fully understand each randomly
sampled sentence su�ciently and hence cannot necessarily generate the best possible translation or rate a
given translation accurately. Also note that, although the scale for the scores goes from 0 (complete nonsense)
to 6 (perfect translation) the human translations get an imperfect score of only around 5 in Table 10, which
shows possible ambiguities in the translations and also possibly non-calibrated raters and translators with a
varying level of proficiency.

Testing our GNMT system on particularly di�cult translation cases and longer inputs than just single
sentences is the subject of future work.

19



• DeepMind

• 2015:	AlphaGo
• Последняя	игра	с	полной	
информацией,	в	которой	
человек	был	побежден	
компьютером

[1]	http://www.nature.com/nature/journal/v529/n7587/full/nature16961.html

Реальные	продукты,	использующие	
глубокие	нейросети



• DeepMind

• 2016:	WaveNet1
• Система	речевого	синтеза
• Лучшая	система	на	данный	момент

[1]	A.	van	den	Oord.	"WaveNet:	A	Generative	Model	for	Raw	Audio."	2016,	https://arxiv.org/abs/1609.03499

Реальные	продукты,	использующие	
глубокие	нейросети

3.2 TEXT-TO-SPEECH

For the second experiment we looked at TTS. We used the same single-speaker speech databases
from which Google’s North American English and Mandarin Chinese TTS systems are built. The
North American English dataset contains 24.6 hours of speech data, and the Mandarin Chinese
dataset contains 34.8 hours; both were spoken by professional female speakers.

WaveNets for the TTS task were locally conditioned on linguistic features which were derived
from input texts. We also trained WaveNets conditioned on the logarithmic fundamental frequency
(logF0) values in addition to the linguistic features. External models predicting logF0 values and
phone durations from linguistic features were also trained for each language. The receptive field size
of the WaveNets was 240 milliseconds. As example-based and model-based speech synthesis base-
lines, hidden Markov model (HMM)-driven unit selection concatenative (Gonzalvo et al., 2016) and
long short-term memory recurrent neural network (LSTM-RNN)-based statistical parametric (Zen
et al., 2016) speech synthesizers were built. Since the same datasets and linguistic features were
used to train both the baselines and WaveNets, these speech synthesizers could be fairly compared.

To evaluate the performance of WaveNets for the TTS task, subjective paired comparison tests and
mean opinion score (MOS) tests were conducted. In the paired comparison tests, after listening to
each pair of samples, the subjects were asked to choose which they preferred, though they could
choose “neutral” if they did not have any preference. In the MOS tests, after listening to each
stimulus, the subjects were asked to rate the naturalness of the stimulus in a five-point Likert scale
score (1: Bad, 2: Poor, 3: Fair, 4: Good, 5: Excellent). Please refer to Appendix B for details.

Fig. 5 shows a selection of the subjective paired comparison test results (see Appendix B for the
complete table). It can be seen from the results that WaveNet outperformed the baseline statisti-
cal parametric and concatenative speech synthesizers in both languages. We found that WaveNet
conditioned on linguistic features could synthesize speech samples with natural segmental quality
but sometimes it had unnatural prosody by stressing wrong words in a sentence. This could be due
to the long-term dependency of F0 contours: the size of the receptive field of the WaveNet, 240
milliseconds, was not long enough to capture such long-term dependency. WaveNet conditioned on
both linguistic features and F0 values did not have this problem: the external F0 prediction model
runs at a lower frequency (200 Hz) so it can learn long-range dependencies that exist in F0 contours.

Table 1 show the MOS test results. It can be seen from the table that WaveNets achieved 5-scale
MOSs in naturalness above 4.0, which were significantly better than those from the baseline systems.
They were the highest ever reported MOS values with these training datasets and test sentences.
The gap in the MOSs from the best synthetic speech to the natural ones decreased from 0.69 to 0.34
(51%) in US English and 0.42 to 0.13 (69%) in Mandarin Chinese.

Subjective 5-scale MOS in naturalness
Speech samples North American English Mandarin Chinese

LSTM-RNN parametric 3.67 ± 0.098 3.79 ± 0.084
HMM-driven concatenative 3.86 ± 0.137 3.47 ± 0.108
WaveNet (L+F) 4.21 ± 0.081 4.08 ± 0.085

Natural (8-bit µ-law) 4.46 ± 0.067 4.25 ± 0.082
Natural (16-bit linear PCM) 4.55 ± 0.075 4.21 ± 0.071

Table 1: Subjective 5-scale mean opinion scores of speech samples from LSTM-RNN-based sta-
tistical parametric, HMM-driven unit selection concatenative, and proposed WaveNet-based speech
synthesizers, 8-bit µ-law encoded natural speech, and 16-bit linear pulse-code modulation (PCM)
natural speech. WaveNet improved the previous state of the art significantly, reducing the gap be-
tween natural speech and best previous model by more than 50%.

3.3 MUSIC

For out third set of experiments we trained WaveNets to model two music datasets:

6



• DeepMind1 +	Оксфорд2

• 2016:	WLAS	(Watch,	Listen,	Attend	and	Spell)
• Система	чтения	по	губам
• Лучше	человека	J

[1]	J.	S.	Chung	et	al.	"Lip	Reading	Sentences	in	the	Wild."	2016,	https://arxiv.org/abs/1611.05358
[2]	Y.	M.	Assael et	al.	"LipNet:	Sentence-level	Lipreading."	2016,	https://arxiv.org/abs/1611.01599

Реальные	продукты,	использующие	
глубокие	нейросети

N is the number of words in the reference. BLEU [30] is a
modified form of n-gram precision to compare a candidate
sentence to one or more reference sentences. Here, we use
the unigram BLEU.

Method SNR CER WER BLEU†

Lips only
Professional‡ - 58.7% 73.8% 23.8
WAS - 59.9% 76.5% 35.6
WAS+CL - 47.1% 61.1% 46.9
WAS+CL+SS - 42.4% 58.1% 50.0
WAS+CL+SS+BS - 39.5% 50.2% 54.9

Audio only
Google Speech API clean 17.6% 22.6% 78.4
Kaldi SGMM+MMI? clean 9.7% 16.8% 83.6
LAS+CL+SS+BS clean 10.4% 17.7% 84.0
LAS+CL+SS+BS 10dB 26.2% 37.6% 66.4
LAS+CL+SS+BS 0dB 50.3% 62.9% 44.6

Audio and lips
WLAS+CL+SS+BS clean 7.9% 13.9% 87.4
WLAS+CL+SS+BS 10dB 17.6% 27.6% 75.3
WLAS+CL+SS+BS 0dB 29.8% 42.0% 63.1

Table 5. Performance on the LRS test set. WAS: Watch, Attend
and Spell; LAS: Listen, Attend and Spell; WLAS: Watch, Listen,
Attend and Spell; CL: Curriculum Learning; SS: Scheduled Sam-
pling; BS: Beam Search. †Unigram BLEU with brevity penalty.
‡Excluding samples that the lip reader declined to annotate. In-
cluding these, the CER rises to 78.9% and the WER to 87.6%.
? The Kaldi SGMM+MMI model used here achieves a WER of
3.6% on the WSJ (eval92) test set, which is within 0.2% of the
current state-of-the-art. The acoustic and language models have
been re-trained on our dataset.

Results. All of the training methods discussed in Section 3
contribute to improving the performance. A breakdown of
this is given in Table 5 for the lips-only experiment. For all
other experiments, we only report results obtained using the
best strategy.
Lips-only examples. The model learns to correctly predict
extremely complex unseen sentences from a wide range of
content – examples are shown in Table 6.
Audio-visual examples. As we hypothesised, the results in
(Table 5) demonstrate that the mouth movements provide
important cues in speech recognition when the audio sig-
nal is noisy; and also give an improvement in performance
even when the audio signal is clean – the character error
rate is reduced from 10.4% for audio only to 7.9% for audio
together lip reading. Table 7 shows some of the many ex-
amples where the WLAS model fails to predict the correct
sentence from the lips or the audio alone, but successfully
deciphers the words when both streams are present.
Attention visualisation. The attention mechanism gener-
ates explicit alignment between the input video frames (or

MANY MORE PEOPLE WHO WERE INVOLVED IN THE
ATTACKS
CLOSE TO THE EUROPEAN COMMISSION’S MAIN
BUILDING
WEST WALES AND THE SOUTH WEST AS WELL AS
WESTERN SCOTLAND
WE KNOW THERE WILL BE HUNDREDS OF JOURNAL-
ISTS HERE AS WELL
ACCORDING TO PROVISIONAL FIGURES FROM THE
ELECTORAL COMMISSION
THAT’S THE LOWEST FIGURE FOR EIGHT YEARS
MANCHESTER FOOTBALL CORRESPONDENT FOR
THE DAILY MIRROR
LAYING THE GROUNDS FOR A POSSIBLE SECOND
REFERENDUM
ACCORDING TO THE LATEST FIGURES FROM THE OF-
FICE FOR NATIONAL STATISTICS
IT COMES AFTER A DAMNING REPORT BY THE
HEALTH WATCHDOG

Table 6. Examples of unseen sentences that WAS correctly pre-
dicts (lips only).

GT IT WILL BE THE CONSUMERS
A IN WILL BE THE CONSUMERS
L IT WILL BE IN THE CONSUMERS
AV IT WILL BE THE CONSUMERS
GT CHILDREN IN EDINBURGH
A CHILDREN AND EDINBURGH
L CHILDREN AND HANDED BROKE
AV CHILDREN IN EDINBURGH
GT JUSTICE AND EVERYTHING ELSE
A JUST GETTING EVERYTHING ELSE
L CHINESES AND EVERYTHING ELSE
AV JUSTICE AND EVERYTHING ELSE

Table 7. Examples of AVSR results. GT: Ground Truth; A: Audio
only (10dB SNR); L: Lips only; AV: Audio-visual.

the audio signal) and the hypothesised character output.
Figure 6 visualises the alignment of the characters “Good
afternoon and welcome to the BBC News at One” and the
corresponding video frames. This result is better shown as
a video; please see supplementary materials.
Decoding speed. The decoding happens significantly
faster than real-time. The model takes approximately 0.5
seconds to read and decode a 5-second sentence when us-
ing a beam width of 4.

5.2. Human experiment
In order to compare the performance of our model to

what a human can achieve, we instructed a professional
lip reading company to decipher a random sample of 200
videos from our test set. The lip reader has around 10 years
of professional experience and deciphered videos in a range
of settings, e.g. forensic lip reading for use in court, the
royal wedding, etc.

The lip reader was allowed to see the full face (the whole
picture in the bottom two rows of Figure 3), but not the
background, in order to prevent them from reading subtitles
or guessing the words from the video content. However,

7



• Генерация	подписей	к	изображениям	by	Andrej	Karpathy

[1]	A.	Karpathy,	 Li	Fei-Fei.	"Deep	Visual-Semantic	Alignments	for	Generating	Image	Descriptions."	2015,	https://arxiv.org/abs/1412.2306

Исследования	в	области	глубоких	
нейросетей



• Раскрашивание	черно-белых	изображений2

• CNN

[1]	http://www.berkeley.edu/
[2]	R.	Zhang	et	al.	"Colorful	Image	Colorization."	2016,	https://arxiv.org/abs/1603.08511

Исследования	в	области	глубоких	
нейросетей



• Университет	Беркли
• Классический	подход	для	детекции объектовR-CNN1,2

• Разработан	by	Ross	Girshick (перешел	в Facebook	AI	Research)
• В	момент	изобретения	выиграл	все	НЕ-нейросетевые подходы	в	
соревновании	по	детекции VOC (и	на	данный	момент	его	идеи	
используются	во	всех	системах	детекции)

[1]	R.	Girshick.	"Fast	R-CNN."	2015,	https://arxiv.org/abs/1504.08083
[2]	https://github.com/rbgirshick/py-faster-rcnn

Исследования	в	области	глубоких	
нейросетей



GAN

z

x

Generator

Случайный	шум

Синтезированные	
данные

y

Реальные	данные
(обучающая	БД)

Реальные	или	
синтезированные	

данные?
Discriminator

x

• Генеративные	состязательные	сети	(Generative	Adversarial	Networks,	GAN)
• Обучение Generator и Discriminator совместно,	итерация	за	итерацией

[1]	I.	Goodfellow et	al.	"Generative	Adversarial	Networks".	2014,	https://arxiv.org/abs/1406.2661



Пример	применения	GAN

• PPGN	– генеративная	модель	с	размером	картинки	(227х227)

[1]	A.	Nguyen	et	al.	"Plug	&	Play	Generative	Networks:	Conditional	Iterative	Generation	of	Images	in	Latent	Space".	2016,	https://arxiv.org/abs/1612.00005



Пример	применения	GAN

• Сверх-разрешение	с	помощью GAN

[1]	C.	Ledig et	al.	"Photo-Realistic	Single	Image	Super-Resolution	Using	a	Generative	Adversarial	Network".	2016,	https://arxiv.org/abs/1609.04802



Пример	применения	GAN

• Качество	практически	неотличимо1 от	реальных	фотографий
• Лица:	1024х1024

[1]	Karras,	Tero,	et	al.	"Progressive	growing	of	gans for	improved	quality,	stability,	and	variation."	arXiv preprint	arXiv:1710.10196	 (2017).

Published as a conference paper at ICLR 2018

Figure 5: 1024 ⇥ 1024 images generated using the CELEBA-HQ dataset. See Appendix F for a
larger set of results, and the accompanying video for latent space interpolations.

Mao et al. (2016b) (128⇥ 128) Gulrajani et al. (2017) (128⇥ 128) Our (256⇥ 256)

Figure 6: Visual quality comparison in LSUN BEDROOM; pictures copied from the cited articles.

Our contributions allow us to deal with high output resolutions in a robust and efficient fashion.
Figure 5 shows selected 1024 ⇥ 1024 images produced by our network. While megapixel GAN
results have been shown before in another dataset (Marchesi, 2017), our results are vastly more
varied and of higher perceptual quality. Please refer to Appendix F for a larger set of result images
as well as the nearest neighbors found from the training data. The accompanying video shows latent
space interpolations and visualizes the progressive training. The interpolation works so that we first
randomize a latent code for each frame (512 components sampled individually from N (0, 1)), then
blur the latents across time with a Gaussian (� = 45 frames @ 60Hz), and finally normalize each
vector to lie on a hypersphere.

We trained the network on 8 Tesla V100 GPUs for 4 days, after which we no longer observed
qualitative differences between the results of consecutive training iterations. Our implementation
used an adaptive minibatch size depending on the current output resolution so that the available
memory budget was optimally utilized.

In order to demonstrate that our contributions are largely orthogonal to the choice of a loss function,
we also trained the same network using LSGAN loss instead of WGAN-GP loss. Figure 1 shows six
examples of 10242 images produced using our method using LSGAN. Further details of this setup
are given in Appendix B.
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Figure 5 shows selected 1024 ⇥ 1024 images produced by our network. While megapixel GAN
results have been shown before in another dataset (Marchesi, 2017), our results are vastly more
varied and of higher perceptual quality. Please refer to Appendix F for a larger set of result images
as well as the nearest neighbors found from the training data. The accompanying video shows latent
space interpolations and visualizes the progressive training. The interpolation works so that we first
randomize a latent code for each frame (512 components sampled individually from N (0, 1)), then
blur the latents across time with a Gaussian (� = 45 frames @ 60Hz), and finally normalize each
vector to lie on a hypersphere.

We trained the network on 8 Tesla V100 GPUs for 4 days, after which we no longer observed
qualitative differences between the results of consecutive training iterations. Our implementation
used an adaptive minibatch size depending on the current output resolution so that the available
memory budget was optimally utilized.

In order to demonstrate that our contributions are largely orthogonal to the choice of a loss function,
we also trained the same network using LSGAN loss instead of WGAN-GP loss. Figure 1 shows six
examples of 10242 images produced using our method using LSGAN. Further details of this setup
are given in Appendix B.
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• Статья	Song	Han о	«глубоком	сжатии»1

• Сжатие	CNN	с	помощью	квантования	и	прореживания
• Сжатие	в	40 раз	без	потери	качества	на	классической CNN	типа
AlexNet (на	топовых сегодняшних	сетях	сжатие	похуже)

[1]	S.	Han	et	al.	"Deep	Compression:	Compressing	Deep	Neural	Networks	with	Pruning,	Trained	Quantization	and	Huffman	Coding."	2016,	https://arxiv.org/abs/1510.00149

Нейросети:	ближе	к	практике



Фреймворки	для	глубоко	обучения

• Caffe - http://caffe.berkeleyvision.org/
• Наиболее	предпочтителен	в	академической	среде
• Разрабатывается	в	Университете	Беркли:	UC	Berkeley	Vision	 and	Learning	Center

• TensorFlow - https://www.tensorflow.org/
• Самый	быстроразвивающийся	фреймворк для	глубокого	 обучения
• Разрабатывается	в	Google Brain

• CNTK	– https://www.microsoft.com/en-us/research/product/cognitive-toolkit/
• Cognitive	 Toolkit	
• Разрабатывается	в	Microsoft

• Torch	- http://torch.ch/
• Основан	на	экзотическом	языке	программирования	Lua
• Используется	в Facebook,	 IBM	и	Yandex

• OpenAI и	обучение	с	подкреплением
• https://universe.openai.com - интерактивная	платформа-песочница	для	обучения	с	подкреплением
• https://gym.openai.com - набор	готовых	окружений	для	обучения	агентов



Распознавание	лиц



Современный	подход	к	распознаванию	
лиц

[1]	https://cmusatyalab.github.io/openface/



Главные	задачи	в	распознавании	лиц

• Задачи
• Верификация

• Определение	того,	являются	ли	поданные	на	вход	картинки	изображениями	одного	
и	того	же	человека

• Идентификация
• Нахождение	в	базе	данных	ID	человека,	изображение	которого	подано	на	вход

• Проекция	(embedding)
• Нахождение	вектора	представления	лица	размерности,	намного	меньшей	входной



Верификация

Самый	простой	метод	– использование	т.н.	Сиамских	сетей.	Вектор	признаков	вытаскивает	одна	и	та	же	сеть,	
после	чего	применяется	классификатор	для	итогового	решения



Идентификация

• Если	грубо,	то	это	ОЧЕНЬ	
большой	классификатор
• Количество	классов	– число	
разных	людей	для	
распознавания



Проекция

• Так	или	иначе	используется	во	всех	задачах,	 связанных	с	лицами
• Обычно	элементы	вектора	представлений	редко	имеют	содержательный	
смысл	по	отдельности


